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Abstract — HDFS is a distributed file system designed to
hold very large amounts of data (terabytes or even
petabytes), and provide high-throughput access to this
information. Files are stored in a redundant fashion across
multiple machines to ensure their durability to failure and
high availability to very parallel applications.

This paper includes the step by step introduction to the
file system to distributed file system and to the Hadoop
Distributed File System. Section I introduces What is file
System, Need of File System, Conventional File System, its
advantages, Need of Distributed File System, What is
Distributed File System and Benefits of Distributed File
System. Also the analysis of large dataset and comparison of
mapreducce with RDBMS, HPC and Grid Computing
communities have been doing large-scale data processing for
years. Sections II introduce the concept of Hadoop
Distributed File System. Lastly section III contains
Conclusion followed with the References.
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I. INTRODUCTION

Hadoop was created by Doug Cutting, the creator of
Apache Lucene. Hadoop has its origins in Apache Nutch,
an open source web search engine which itself a part of the
Lucene project. The name “Hadoop” is given by the
project creator’s kid’s stuff toy yellow elephant [1].

Building a web search engine from scratch was an
ambitious goal. So Mike Cafarella and Doug Cutting runs
a dedicated operation team with  the support of software
required for crawling and indexing websites goal, and
introduces the search engine called Nutch. Nutch started in
2002, and working crawler search system quickly
emerged. In early in 2005, the Nutch developers had a
working MapReduce implementation in Nutch with the
help of Google’s paper, published on Map reduce function
in the year 2004 and further in February 2006 they moved
out of Nutch to form an independent subproject of Lucene
called Hadoop [1]-[2].

Hadoop is a collection of related subprojects that fall
under the umbrella of infrastructure for distributed
computing. These projects are hosted by the Apache
Software Foundation, which provides support for a
community of open source software projects. Although
Hadoop is best known for MapReduce and its distributed
filesystem (HDFS, renamed from NDFS), the other
subprojects provide complementary services, or build on
the core to add higher-level abstractions. The subprojects,
where they sit in the technology stack, are shown in Fig.1
and described briefly here:

Fig.1. Hadoop subprojects

Apache Hadoop  is a software framework that supports
data-intensive distributed applications under a free license.
It enables applications to work with thousands of nodes
and petabytes of data. Hadoop was inspired by Google's
MapReduce and Google File System (GFS). Hadoop is a
top-level Apache project being built and used by a global
community of contributors, written in the Java
programming language. Yahoo! has been the largest
contributor to  the project, and uses Hadoop extensively
across its businesses [1]-[2].
A. What is File System?

A file system is a means to organize data expected to be
retained after a program terminates by providing
procedures to store, retrieve and update data, as well as
manage the available space on the device(s) which contain
it. A file system organizes data in an efficient manner and
is tuned to the specific characteristics of the device.

There is usually a tight coupling between the operating
system and the file system. Some file-systems provide
mechanisms to control access to the data and metadata.
Ensuring reliability is a major responsibility of a file-
system. Some file-systems provide a means for multiple
programs to update data in the same file at nearly the same
time. Without a file-system programs would not be able to
access data by file name or directory and would need to be
able to directly access data regions on a storage device [3].

File systems are used on data storage devices such as
hard disk drives, floppy disks, optical discs, or flash
memory storage devices to maintain the physical location
of the computer files.

File systems allocate space in a granular manner, usually
multiple physical units on the device. The file system is
responsible for organizing files and directories, and
keeping track of which areas of the media belong to which
file and which are not being used [3]-[4].
B. Need of the File System

The main purpose of computers is to create, manipulate,
store, and retrieve data. A file system provides the
machinery to support these tasks. At the highest level a file
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system  is a way to organize, store, retrieve, and manage
information on a permanent storage medium such as a
disk. File systems manage permanent storage and form an
integral part of all operating systems.

As we know that drives are storage media, which can
hold a file- system. So when a disk is formatted in a drive,
it becomes organized and prepared to receive data. When
we format a disk, it receives a file system. To understand
this lets take an example of starting a library. While setting
a library we must first install the book shelves and the
catalogue system before any books are placed. Once the
library is ready, bring the books, and put  them into the
respective shelves and catalogue. Any user wants to read
the book then he/she go to the respective   shelve and
collect the book of his interest. After reading the book the
user will placed the book at the respective shelve and
catalogue from where he/she picked it up, so that another
user having same interest will pick up the book from the
same shelve and same catalogue whenever he needs.
Similarly with a disk, when we format it, we "burn in" a
file system to make it ready to receive data (files) [4].

There are many different approaches to the task of
managing permanent storage. At one end of the spectrum
are simple file systems that impose enough restrictions to
inconvenience users and make using the file system
difficult. At the other end of the spectrum are persistent
object stores and object-oriented databases that abstract
the whole notion of permanent storage so that the user and
programmer never even need to be aware of it. The
problem of storing, retrieving, and manipulating
information on a computer  is of a general-enough nature
that there are many solutions to the problem [3].

In deciding what type of file system is appropriate for a
particular operating system, we must weigh the needs of
the problem with the other constraints of the project. For
example, a flash-ROM card as used in some game
consoles has little need for an advanced query interface or
support for attributes. Reliability of data writes to the
medium, however critical, and so a file system that
supports journaling may be a requirement. Likewise, a file
system for a high-end mainframe computer needs
extremely fast throughput in many areas but little in the
way of user-friendly features, and so techniques that
enable more transactions per second would gain favor over
those that make it easier for a user to locate obscure files.

It is important abstract goal of what a file system must
achieve is: to store, retrieve, locate, and manipulate
information. Keeping the goal stated in general terms frees
us to think of alternative implementations and possibilities
that might not otherwise occur if a file system as a typical,
strictly hierarchical, disk-based structure [3]-[4].
C. Conventional File System:

The most important purpose of a file-system is to
manage user data. This includes storing, retrieving and
updating data. Some file-systems accept data for storage as
a  stream of bytes which are collected and stored in a
manner efficient for the media. When a program retrieves

the data it specifies the size of a memory buffer and the
file system transfers data from the media to the buffer.

Some file-systems allow the specification of a fixed
record length which is used for all write and reads. This
facilitates updating records. The key is used for the
identification of each record make the file system more
sophisticated. The user program can read, write and update
records without regard with their location.

Frequently files are distributed in the small portions file-
systems are configured with a  single file-system
occupying the entire hard disk. Another good approach is
to partition   the disk so that several file-systems with
different attributes can be used. One file-system partition
is created for the storage of audio or video files with a
relatively large allocation. Other file-systems may
normally be set read-only and only periodically be set
writable. Another file system, for use as browser cache,
might be configured with a small allocation size. This has
the additional advantage of keeping the frantic activity of
creating and deleting files typical of browser activity in a
narrow area of the disk and not interfering with allocations
of other files [3]-[4].

All file systems have some functional limit that defines
the maximum storable data capacity within that system.
These functional limitation helps the designer to determine
how large the storage systems will be and how large
storage systems are likely to become in the future. Now a
days the user data increases rapidly. For that the disk
storage has continued to increase at near exponential rates,
so after a few years file systems have kept reaching design
limitations that require computer users to repeatedly move
to a newer system with ever greater capacity. File system
complexity typically varies proportionally with the
available storage capacity.
Advantages of Conventional File System:
 Reliability of data:

In case of multiple file-systems on a single system has
the additional benefit that in the event of a corruption
of a single partition, the remaining file-systems will
frequently be still intact

 Performance:
As the computation of the data is done on the same
place where the data resides, the performance of
giving the result is high [3].

D. Need of Distributed File System:
The concept DFS is illustrated using example. Say we

have two computers, one in one room, and the other in the
other room. They are connected through a cable. If we
want to exchange files between these two computers, we
can share a folder on computer A and then simply navigate
to the shared folder from computer B. This solution will
work fine on a small network where we do not need to
worry much about permissions, accessibility constraints,
performance, reliability, and distance.

If we expand our network into a business network with
many users (but let's say still in the same building), we



International Journal of Engineering Innovation & Research
Volume 1, Issue 2, ISSN : 2277 – 5668

Copyright © 2012 IJEIR, All right reserved 232

will need something more advanced. Our option in this
case would be to create a shared folder on a computer and
then publish it to Active Directory. Users will be able to
search and access your shared folder easily through
Windows Explorer and we will be able to set permissions.
What if our business and network grows into a large scale
distributed network with offices in various cities? We deal
with distance, deal with permissions, and perhaps deal
with having way too many shared folders in network. In
this case we need DFS (Distributed  File System) which is
more Robust [5].
E. What is DFS in Real World?

DFS is a mechanism for sharing files, but it is much
more intelligent than a simple sharing Distributed file
system (DFS) is used to make files distributed across
multiple servers appear to users as if they reside in one
place on the network. It also defines as, DFS allows
administrators to consolidate file shares that may exist on
multiple servers to appear as though they all live in the
same location so that users can access them from a single
point on the network. Let’s take an example to understand
the DFS (Distributed File System) deeply [5].

Fig.2. Browsing to a corporate shared network folder
‘Public’.

Fig.2 shows what a user may see when browsing to a
corporate shared location called Public. Public is a shared
network folder.

The user is unaware of  that each of  these "folders"
inside the Public folder  is a shared folder located on its
own file server. For example,  the “Homedirs” folder is a
shared folder located in Chicago. “Projects” is another
shared folder located also in Chicago but on another
server. “Reports” is another DFS shared folder located in
Houston. “Software” is a shared folder out in Denver. By
using DFS, we can consolidate all these shares into one
logical DFS view which will appear to the network users
as though all the shares are in one location [5].

Fig. 3. Shows the servers located at different locations.

DFS provides a mechanism for administrators to create
logical views of folders and files, regardless of where
those files are physically located on  the network. The
Public folder is called as a DFS root. DFS includes WAN
(Wide Area Network) replication which means that DFS
points can exist across WAN links. This means that your
network administrator has the ability to replicate DFS
roots and shared folders to multiple servers in the domain.
By doing so users are permitted to obtain access to their
files even if one of the physical servers on which the files
reside becomes unavailable. So, DFS brings a great benefit
in terms of fault tolerance [5].

Before DFS, when we shared a folder on computer, the
user on the other side of the cable needed to know the
actual physical location of our shared files and folders in
order to obtain access to them. DFS can be implemented
as stand-alone or domain-based.
 Stand-alone DFS Namespace:

In a stand-alone DFS namespace, the path to access
the root or a link starts with the root server name. The
stand-alone DFS root can comprise of a single root
target. Therefore, these are not fault tolerant. When
the root target is not available, we cannot access the
complete DFS namespace. We can enable fault
tolerance on a stand-alone DFS namespace by
creating these namespaces on a cluster of servers. A
stand-alone DFS namespace has its configuration
information stored in  the local registry of eth root
server.

For example:
\\ServerName\RootName: This is the format of the

namespace when we  select the  Stand-alone DFS
namespace type [5].
 Domain-based DFS Namespace:

In a domain-based DFS namespace, the path to access
the root or a link starts with the domain name of the
host. The domain-based DFS root can comprise of
single or multiple root   targets that enables fault
tolerance and load sharing. A domain-based DFS
namespace has its configuration information stored in
the Active Directory.
For example:
\\DomainName\RootName: This is the format of the
namespace when we select the Domain-based DFS
namespace type. So if we implement DFS as domain-
based, we gain a great advantage which makes
searching for files very easy. Domain-based DFS
automatically publishes the DFS topology in the
Active Directory and makes it visible to users on all
servers in the domain. Our users no longer need to
know the physical location of our shared folders and
files because they can just browse to the resource in
the domain tree using their Explorer [5].

F. Benefits of Distributed File System(DFS):
 Resources management and accessibility (users access

all resources through a single point).
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Traditional
RDBMS

Mapreduce

Data Size Gigabytes Petabytes
Access Interactive and

Batch
Batch

Updates Read and Write
many times

Write once and
read many times

Structure Static schema Dynamic schema
Integrity High Low
Scaling Non-Linear Linear

 Accessibility (users do not need to know the physical
location of the shared folder,  then can navigate to it
through Explorer and domain tree).

 Fault tolerance (shares can be replicated, so  if the
server  in Chicago goes down, resources still will be
available to users).

 Work load management (DFS allows administrators
to distribute shared folders and workloads across
several servers for more efficient network and server
resources use) [5].

G. Data Storage and Analysis:
Today’s world is the world of internet and we live in the

data age. It’s difficult to measure the total volume of data
stored electronically which is increasing day by day
roughly the same order of magnitude as one disk drive for
every person in the world. This flood of data is coming
from many sources.
 The New York Stock Exchange generates about one

terabyte of new trade data per day.
 Facebook hosts approximately 10 billion photos,

taking up one petabyte of storage.
 Ancestry.com, the genealogy site, stores around 2.5

petabytes of data.
 The Internet Archive stores around 2 petabytes of

data, and is growing at a rate of 20  terabytes per
month.

So the problem of storage capacities of hard drives
increased massively over the year on the other hand the
access speed of reading the data from the drive have not
kept up. If we consider typical drives then it takes long
time to read all data from single drive. Also the writing
speed is even slower. The obvious way to reduce the time
is to read from multiple disks at once. Working in parallel
helps in reducing the reading time.

But there are some problems while reading the data
parallel from multiple disks. The first problem is hardware
failure. As soon as we start using many pieces of
hardware, the chance that one will fail is fairly high. A
common way of avoiding data loss is through replication:
redundant copies of the data are kept by the system so that
the event of failure, there is another copy available [1].

The second problem is that most analysis tasks need to
be able to combine the data in some way; data read from
one disk may need to be combined with the data from any
of the other remaining disks. Various distributed systems
allow data to be combined from multiple sources, but
doing this correctly is notoriously challenging [1].
H. Comparison with Other Systems:

The approach taken by MapReduce may seem like a
brute-force approach. MapReduce is   a batch query
processor, and the ability to run an ad hoc query against
whole dataset and get the results in a reasonable time is
transformative.

The need of MapReduce over databases with lots of
disks to do large-scale analysis is as follows: Seek time is
improving more slowly than transfer rate. Seeking is the

process of moving the disks head to a particular place on
the disk to read or write data. It characterizes the latency
of a disk operation, whereas the transfer rate corresponds
to a disk’s bandwidth. If the data access pattern is
dominated by seeks, it will take longer to read or write
large portions of the dataset than streaming through it,
which operates at the transfer rate [1].

The difference between the two systems as show in the
table1

Table1: RDBMS compared to Mapreduce

The High Performance Computing (HPC) and Grid
Computing communities have been doing large-scale data
processing for years, using such APIs as Message Passing
Interface (MPI). The approach of in HPC is to distribute
work across a cluster of machines which access a shared
file system. The problem comes when nodes need to
access the large data volumes hundreds of gigabytes, since
the network bandwidth is the bottleneck and compute
nodes become idle. MapReduce tries to colocate the
datawith compute node, so data access is fast since  it is
local. This feature is known as data locality, is at the heart
of MapReduce and is the reason for its good performance
[1].

Recognizing that network bandwidth is the most
precious resource in a data center environment,
MapReduce implementations go to great lengths to
preserve it by explicitly modelling network topology [1].
I. Design of HDFS is Robust as compared to other

file system
Though Distributed File System has the power of

transparency but DFS is s limited in power. As files in an
NFS volume all reside on a single machine it means that it
will only store as much information as can be stored in one
machine, and does not provide any reliability guarantees if
that machine goes down  (e.g., by replicating the files to
other servers). Finally, as all the data is stored on a single
machine, all the clients must go to this machine to retrieve
their data. This can overload the server if a large number
of clients must be handled. Clients must also always copy
the data to their local machines before they can operate on
it [7].

HDFS is designed to be robust to  a number of the
problems that other DFS's such as NFS are vulnerable to.
In particular:
 HDFS is designed to store a very large amount of

information (terabytes or petabytes) helps in
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supporting the much larger file size than NFS and also
requires spreading the data across a large number of
machines..

 Even If individual machines in the cluster
malfunctions, data should still be available. It means
HDFS should store data reliably.

 HDFS should provide fast, scalable access to this
information. It should be possible to serve a larger
number of clients by simply adding more machines to
the cluster.

 HDFS should integrate well with Hadoop
MapReduce, allowing data to be read and computed
upon locally when possible [7].

II. HADOOP FILE SYSTEM CONCEPT

A. Block:
A disk has a block size, which is the minimum amount

of data that it can read or write. File systems for a single
disk build on this by dealing with data in blocks, which are
an integral multiple of the disk block size. File system
blocks are typically a few kilobytes in size, while disk
blocks are normally 512 bytes. This is generally
transparent to the file system user who is simply reading
or writing a file of whatever length.

Hadoop File System uses the concept of block for
storing the data. So  it is called as block structured file
system. The default size of block in HDFS is 64 Mb which
is so large than any other file system. Like in a file system
for a single disk, files in HDFS are broken into block-sized
chunks, which are stored as independent units. Unlike a
file system for a single disk, a file in HDFS that is smaller
than a single block does not occupy a full block’s worth of
underlying storage. A block abstraction for a distributed
file system brings several benefits [6].
1. As the file can be larger  than any single disk in the

network, there’s nothing that requires the blocks from
a file to be stored on the same disk, so HDFS had an
advantage of storing chunk of any of the disks in the
cluster.

2. By making the block as a unit of abstraction rather
than the file helps in maintaining the failure node. The
storage subsystem deals with blocks, simplifying
storage management and eliminating metadata
concerns.

Furthermore, blocks fit well with replication for
providing fault tolerance and availability. To insure
against corrupted blocks, disk and machine failure, each
block is replicated to a small number of physically
separate machines (typically three). If a block becomes
unavailable, a copy can be read from another location in a
way that is transparent to the client. A block that  is no
longer available due to corruption or machine failure can
be replicated from their alternative locations to other live
machines to bring the replication factor back to the normal
level [6].

B. Namenode and Datanodes:
A HDFS cluster has two types of node operating in a

master-worker pattern: a Namenode (the master) and a
numbers of datanodes (workers). The Namenode manages
the file system namespace. It maintains the file system tree
and the metadata for all the files and directories in the tree.
The Namenode also knows the Datanodes on which all the
blocks for  a given file are located. However Namenode
does not store block locations persistently, since this
information is reconstructed from Datanodes when the
system starts. A client accesses the filesystem on behalf of
the user by communicating with the Namenode and
Datanodes.

Datanodes are the work horses (i.e. worker nodes) of the
file system. They store and retrieve blocks when they are
told to by clients or the Namenode, and they report back to
the Namenode periodically with lists of blocks that they
are storing [6].
C. Why Hadoop is used over Other Distributed File

System?
A distributed file system is designed to hold a large

amount of data and provide access to this data to many
clients distributed across a network. There are a number of
distributed file systems that solve this problem in different
ways.

NFS, the Network File System,  is the most ubiquitous
distributed file system. It is one of the oldest still in use.
While its design is   straightforward, it   is also very
constrained. NFS provides remote access to a single
logical volume stored on a single machine. An NFS server
makes a portion of its local file system visible to external
clients. The clients can then mount this remote file system
directly into their own Linux file system, and interact with
it as though it were part of the local drive.

One of the primary advantages of this model is its
transparency.  Clients do not need to be particularly aware
that they are working on files stored remotely. The
existing   standard library methods   like open(), close(),
fread(), etc. will work on files hosted over NFS[7].

But as a distributed file system, it is limited in its power.
The files in an NFS volume all reside on a single machine.
This means that it will only store as much information as
can be stored in one machine, and does not provide any
reliability guarantees if that machine goes down (e.g., by
replicating the files to other servers). Finally, as all the
data is stored on a single machine, all the clients must go
to this machine to retrieve their data. This can overload the
server if a large number of clients must be handled. Clients
must also always copy the data to  their local machines
before they can operate on it.

HDFS is designed to be robust to  a number of the
problems that other DFS's such as NFS are vulnerable to.
In particular:
1. HDFS is designed to store a very large amount of

information (terabytes or petabytes). This requires
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spreading the data across a large number of machines.
It also supports much larger file sizes than NFS.

2. HDFS should store data reliably. If individual
machines in the cluster malfunction, data should still
be available.

3. HDFS should provide fast, scalable access to this
information. It should be possible to serve a larger
number of clients by simply adding more machines to
the cluster.

4. HDFS should integrate well with Hadoop
MapReduce, allowing data to be read and computed
upon locally when possible [7].

But while HDFS is very scalable,  its high performance
design also restricts it to a particular class of applications
It is not as general-purpose as NFS. There are a large
number of additional decisions and trade-offs that were
made with HDFS. In particular:
1. Applications that use HDFS are assumed to perform

long sequential streaming reads from files. HDFS is
optimized to provide   streaming read performance.
This comes at the expense of random seek times to
arbitrary positions in files.

2. Due to the large size of files, and the sequential nature
of reads, the system does not provide a mechanism for
local caching of data. The overhead of caching is
great enough that data should simply be re-read from
HDFS source.

3. Individual machines are assumed to fail on a frequent
basis, both permanently and intermittently. The
cluster must be able to withstand the complete failure
of several machines, possibly many happening at the
same time (e.g., if a rack fails all together). While
performance may degrade proportional to the number
of machines lost, the system as a whole should not
become overly slow, nor should information be lost.
Data replication strategies combat this problem [7].

D. Assumptions and Goals:
1. Hardware Failure:

Hardware failure    is the norm rather than the
exception. An HDFS    instance may consist of
hundreds or   thousands of server machines, each
storing part of  the file system’s data. The fact that
there are a huge number of components and that each
component has a non-trivial probability of failure
means that some component of HDFS is always non-
functional. Therefore, detection of faults and quick,
automatic recovery from them is a core architectural
goal of HDFS [8].

2. Streaming Data Access:
Applications that run on HDFS need streaming access
to their data sets. They are not general purpose
applications  that typically run on general purpose file
systems. HDFS is designed more for batch processing
rather than interactive use by users. The emphasis is
on high throughput of data access rather than low

latency of data access. POSIX imposes many hard
requirements that are not needed for applications that
are targeted for HDFS. POSIX semantics in a few key
areas has been traded to increase data throughput rates
[8].

3. Large Data Sets:
Applications that run on HDFS have large data sets. A
typical file in HDFS is gigabytes to terabytes in size.
Thus, HDFS is tuned to support large files. It should
provide high aggregate data bandwidth and scale to
hundreds of nodes in a single cluster. It should
support tens of millions of files in a single instance
[8].

4. Simple Coherency Model:
HDFS applications    need a write-once-read-many
access model for files. A file once created, written,
and closed need not be changed. This assumption
simplifies data coherency issues and enables high
throughput data access. A MapReduce application or
a web crawler application fits perfectly with this
model. There is a plan to support appending-writes to
files in the future [8].

5. Portability Across Heterogeneous Hardware and
Software Platforms:
HDFS has been designed to be easily portable from
one platform to another. This facilitates widespread
adoption of HDFS as a platform of choice for a large
set of applications. HDFS is a block-structured file
system.

III. CONCLUSION

In this paper we discussed the conventional and
Distributed File System. Its need for storing the data,
benefits of Distributed File System over Conventional File
System and how it is not suitable for the large business
applications. By reexamining traditional file system
assumptions, workloads and technological environment
we   learn the Hadoop Distributed File System. We
discussed the main components of HDFS (i.e. Blocks,
Namenode and Datanodes) and also the advantages of
HDFS so that it can be used for large applications.
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